
Frequency-Aware Energy Optimization for Real-Time
Periodic and Aperiodic Tasks

Xiliang Zhong and Cheng-Zhong Xu
Department of Electrical and Computer Engineering

Wayne State University, Detroit, Michigan 48202
{xlzhong, czxu}@wayne.edu

Abstract
Energy efficiency is an important factor in embedded systems de-
sign. We consider an embedded system with a dynamic voltage
scaling (DVS) capable processor and its system-wide power con-
sumption is dominated by the processor and memory. We present
speed assignment polices for a set of periodic/aperiodic tasks that
minimize the overall system energy consumption including active
and idle power of CPU and other components. A limitation of most
DVS-based system-wide energy optimization techniques is that
they assume the number of worst-case execution cycles (WCEC)
of a task is a constant, independent of CPU frequency. This is not
the case when other system components such as memory are taken
into account. In this paper, we decompose task execution time into
two parts: on-chip inside CPU and off-chip outside the CPU. We
propose a frequency-aware system-wide energy minimization ap-
proach and establish necessary and sufficient conditions for the
optimality. By exploiting properties of the conditions, we derive
a bisection algorithm that finds the optimal solution to offline peri-
odic tasks in a linear time complexity. We apply a similar analytical
approach to online aperiodic tasks scheduling and devise an itera-
tive speed assignment algorithm in the complexity of O(n2). We
prove it is optimal among all online algorithms without assump-
tions about future task releases.

Categories and Subject Descriptors D.4.1 [Operating Systems]:
Process Management—scheduling; D.4.7 [Operating Systems]:
Organization and Design—real-time systems and embedded sys-
tems

General Terms Algorithms

Keywords Real-time systems, power-aware scheduling, dynamic
power management, dynamic voltage scaling

1. Introduction
Energy saving becomes an increasingly important factor in system
designs. It is crucial to battery-powered embedded devices because
low power designs can extend their limited battery life. Dynamic
voltage and frequency scaling (DVS) is one of the most effective
techniques in reducing power consumption because the energy
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consumption of a CMOS circuit is a strictly convex function of the
supply voltage.

Although reducing processor voltage leads to energy savings in
the processor, the maximum operating frequency is also reduced
with an approximately linear relation. Execution of tasks generally
involves system components such as memory in addition to pro-
cessors. Most of them can operate in more than one power state;
for example they can be in active, standby (active but idle), and
sleep states. If the components need to be active during the execu-
tion, they shall have an increased standby time as a result of pro-
cessor speed slowdown. The overall system energy consumption is
not necessarily reduced with a lower CPU speed. It is necessary
to consider system standby power in processor speed assignment.
Previous studies focused on processor energy savings, see [16] [14]
[20] [17] for examples. Few results are available for system-wide
energy optimization. By considering the standby power of other
components, recent studies showed the existence of critical speed
for a task beyond which processor slowdown is no longer benefi-
cial [5, 11, 22, 24].

In real-time systems, the objective of low power designs is to
minimize system-wide energy consumption of all tasks without vi-
olating their deadlines. In addition, applications with different re-
source requirements tend to have different power functions and crit-
ical speeds. These application-specific characteristics impose extra
constraints in lower power designs. Past studies solve a simplified
version of the problem with relaxed timing requirement [5], apply
heuristics to get approximated solutions [11, 24], or are limited to
periodic tasks [2]. A recent study on system-wide energy optimiza-
tion [19] proves that the energy optimization problem is NP-hard
on processors with discrete speed levels and only approximated so-
lutions can be derived. In this paper, we relax the discreteness con-
straint and assume processor’s speed can be scaled continuously.
We obtain optimal solutions with a linear running time algorithm.
The results can be applied back to the discrete model by mapping
continuous voltage levels to discrete ones.

A limitation of most existing studies on DVS-based low power
systems design is that they assume processor slowdown has no ef-
fect on the worst-case execution cycles (WCEC) of a task. In real-
ity, the number of cycles changes with different frequency settings.
As in [17] [5], we distinguish the cycles between on-chip in CPU
and off-chip in memory. The number of on-chip cycles scales with
CPU frequency, but the off-chip number does not.

In this paper, we consider an embedded system whose power
consumption is dominated by a processor and memory and we
present a system-wide energy optimization approach that takes into
account the impact of frequency scaling on WCEC. This frequency-
aware approach can be applied to both periodic and aperiodic
task models. For offline periodic tasks, we establish a necessary
and sufficient condition for the solution optimality. By exploiting



properties of the condition, we propose a bisection algorithm that
finds the optimal solution in a linear time complexity.

Real-time aperiodic tasks are effective in modeling applications
with unpredictable arrival times and external events such as oper-
ator’s commands. The irregular releases of aperiodic tasks call for
online decision-making, without assuming any timing information
before task releases. Most studies on online aperiodic tasks energy
savings using DVS were limited to reduction of dynamic energy
consumption of processors [16, 18, 13, 20]. For on-line aperiodic
tasks, we propose a frequency-aware speed assignment algorithm
for system-wide energy optimization, in a way similar to the case
of periodic tasks. The algorithm is run in an iterative process with
a time complexity of O(n2), where n is the number of tasks. It is
proved to be optimal among all online algorithms without assump-
tions about future task releases.

The rest of the paper is organized as follows. Section 2 provides
task and power models of the system. We analyze the optimal con-
ditions and propose algorithms in finding the optimal solutions for
periodic tasks and aperiodic tasks in Sections 3 and 4, respectively.
Performance evaluation in terms of energy savings and algorithm
running times is presented in Section 5. We review related studies
in Section 6. Section 7 concludes the article.

2. Preliminaries
2.1 Task Model
We consider inter-task DVS in a uniprocessor system for a set of n
periodic real-time tasks, labeled in integers from 1 to n. We assume
the tasks to be independent and preemptive. Task i is characterized
by a 3-tuple {Ci, Ti, Di}, where Ti is the task period and Ci is the
worst case execution time (WCET) under the maximum frequency
of the processor. The relative deadline Di is assumed to be equal to
the period Ti. All tasks are scheduled by the Earliest Deadline First
(EDF) policy.

Another type of hard real-time tasks under consideration is
aperiodic tasks. Each aperiodic task is characterized by its WCET
Ci and relative deadline Di. The release times of an aperiodic
task can be arbitrary with irregular intervals. We therefore consider
online scheduling in which no knowledge of future task releases
is available at the time of speed assignment; parameters of an
aperiodic task become known only after its release.

As the execution of a task may be stalled for memory access,
not all execution cycles scale with the processor speed. We can
distinguish the execution time between on-chip in CPU and off-
chip in memory in a similar way to [5] [17]. The on-chip time,
denoted by Con

i , scales with the CPU frequency and the off-chip
time, denoted by Coff

i , is a constant independent of the frequency.
Let Si denote the normalized CPU speed for task i with respect to
the maximum CPU speed. The WCET of task i under speed Si can
be expressed as:

Ci =
Con

i

Si
+ Coff

i . (1)

2.2 Processor Energy Model
We consider a DVS processor that can scale its voltage and speed
continuously within its operating range. Whenever the processor
speed is scaled, the supply voltage is scaled following a roughly
linear relation. Practically, processors only have discrete speed lev-
els. In general, there are two approaches dealing with the discrete-
ness. The first is to formulate and solve the energy optimization
problem based on the discrete processor model. The problem is
NP-hard and only approximated solutions can be obtained, even
if only processor energy is considered [14]. The other approach is
to formulate the optimization problem under continuous speed lev-
els, which is tractable. The obtained speed can be mapped to dis-

crete speed by using its two neighboring speed [10], [12]. With an
extra speed switch during task execution, the latter approach can
lead to more energy savings. DVS can effectively reduce the dy-
namic power consumption because of the quadratic dependence on
voltage level Vdd. Meanwhile, static power consumption of proces-
sors is increasing rapidly with the scales of the devices and may be
comparable to the dynamic power dissipation. Aware of the static
power, we do not assume any form of the power function as long
as it is differentiable and energy per cycle is strictly convex.

2.3 System Energy Model
We consider an embedded computing system whose power con-
sumption is dominated by a DVS-enabled processor and a mem-
ory subsystem. Both the processor and the memory have multiple
power states such as active, standby (active but idle), and sleep.
During on-chip execution for task i in the processor, the overall
power is a sum of the processor power in the active state, the mem-
ory power in a standby state, and the system-dependent power to
keep basic circuits on. We represent the overall power consump-
tion during on-chip execution as P on

i,sys(Si). In contrast, the power
during off-chip execution includes the active power of the mem-
ory, the standby power of the processor, and the system-dependent
power. We denote it as P off

i,sys(Si). Since processor power in idle
state increases with processor speed, the power consumption dur-
ing off-chip execution is also a function of the speed. The total
energy consumption for task i under speed Si is then

Ei(Si) = P on
i,sys(Si)

Con
i

Si
+ P off

i,sys(Si)C
off
i . (2)

The energy function (2) is generally a strictly convex function
of the normalized speed Si. It is not difficult to find the speed that
minimizes Ei(Si) by solving E′

i(Si) = 0. We define the speed as
the critical speed for task i and denote it as Scrt

i . This is the speed
beyond which it is no longer energy-efficient. If the speed is lower
than the minimal processor speed, we define the critical speed as
the minimal speed.

2.4 Assumptions
We assume tasks execute up to their WCETs. In practice, the actual
execution times of tasks can be much smaller than their WCETs.
The resultant slacks can be reclaimed by other task instances dy-
namically for possibly further slowdown. Existing slack manage-
ment techniques can be easily adapted to consider the variation of
actual task execution times; examples include [23] [24] [2] [15].
We do not consider the impact of actual task execution times in this
work. In addition, we note that the decomposition of tasks execu-
tion time into separate on-chip and off-chip times can be best used
for processors with in-order single-issue pipelines. For processors
with out-of-order execution and superscalar designs, on-chip exe-
cution can continue in case of off-chip data/instruction stalls. The
execution time breakdown is not accurate due to the overlapped
on-chip/off-chip execution. Finally, the major system components
we consider are processor and memory. This is because memory is
the mostly widely used component other than processor in an em-
bedded system and power consumption of the memory can take up
to half of the system power [5]. This is not applicable for systems
with a wireless transceiver, which is another major source of power
expenditure [21].

3. Energy Optimization for Periodic Tasks
3.1 Problem Formulation
For a periodic task set, we consider a hyper-period T , which is
the least common multiple of T1, ..., Tn. As the schedule repeats
every T time units, our objective is to minimize the overall energy



consumption during the hyper-period. According to studies in [3],
for any task i, it is optimal for all its task instances to run at the same
processor speed. The problem of Frequency-Aware SysTem-wide
EneRgy optimization for Periodic tasks (FASTER-P) then becomes
to find the set of speeds S = [S1, S2, ..., Sn] that

minimize
nX

i=1

T

Ti
Ei(Si) (3)

subject to
nX

i=1

T

Ti
(
Con

i

Si
+ Coff

i ) ≤ T (4)

Scrt
i ≤ Si ≤ 1, 1 ≤ i ≤ n. (5)

The objective function (3) is the total energy consumption in a
hyper-period. The constraint (4) requires that the total execution
time in the hyper-period not exceed T . The condition ensures the
feasibility under EDF. As T is a constant, we will omit T in the
two functions. The processor utilization,

Pn
i=1

Con
i

TiSi
, determines

the overall on-chip workload. It cannot exceed the maximum on-

chip utilization, as defined by 1 −
Pn

i=1

C
off
i
Ti

. This optimization
problem with inequality constraints can be solved by the method
of Lagrange multipliers [7]. In the method, we derive the Kuhn-
Tucker conditions as (4) and (5) together with:

1

Ti
E′

i(Si)− λ
Con

i

TiS2
i

− µi + νi = 0 (6)

λ(

nX

i=1

(
Con

i

TiSi
+

Coff
i

Ti
)− 1) = 0 (7)

µi(S
crt
i − Si) = 0 (8)

νi(Si − 1) = 0, (9)

where λ, µi, νi are non-negative Lagrange multipliers for the opti-
mality of solutions to the problem.

As the target function is strictly convex, the conditions are nec-
essary and sufficient [7]. The optimal solution S∗ = [S∗1 , S∗2 , ..., S∗n]
can be obtained by solving these equations. However, it is time-
consuming to get the solution when the number of tasks is large.
We next provide a more efficient solution by exploiting properties
of the optimal solution.

3.2 Analysis of the Optimal Solution
Regarding condition (7) in the case of optimal solution, we have
the following two cases:

1) Processor utilization
Pn

i=1

Con
i

TiS∗i
< 1 −

Pn
i=1

C
off
i
Ti

. In
this case, the Lagrange multiplier λ must be zero. Condition (6)
becomes 1

Ti
E′

i(S
∗
i ) − µi + νi = 0. For any i ∈ [1, n], there are

three subcases regarding the boundary condition (5):

• Scrt
i < S∗i < 1. We must have µi = νi = 0 according to (8)

and (9). Consequently, E′
i(S

∗
i ) = 0, which implies S∗i must

equal Scrt
i . It follows that Scrt

i < Scrt
i . This is in contradiction

to the definition of Scrt
i .

• S∗i = 1. We have µi = 0 according to (8). Condition (6)
becomes 1

Ti
E′

i(1) + νi = 0. As νi is non-negative, we get
E′

i(1) ≤ 0. However, as Ei(Si) is convex, Si = 1 and
Scrt

i ≤ 1 imply E′
i(1) ≥ 0. Consequently, we get E′

i(1) = 0
or equivalently, Scrt

i = Scrt
i = 1.

• S∗i = Scrt
i . We have νi = 0 according to (9). It follows that

1
Ti

E′
i(S

crt
i ) = µi ≥ 0, which can be satisfied as Ei(Si) is

convex and Scrt
i ≥ Scrt

i .

In summary, when processor utilization under the optimal speed
assignment is smaller than the maximum on-chip utilization, all
tasks run at their critical speed Scrt

i .

2) Processor utilization
Pn

i=1

Con
i

TiS∗i
= 1 −

Pn
i=1

C
off
i
Ti

. In
this case, condition (7) is always satisfied. We first solve the
problem under the constraint of feasible condition (4) only, with-
out the boundary condition (5). Condition (6) is then reduced to
1
Ti

E′
i(Si)− λ

Con
i

TiS2
i

= 0. It follows that for all i, 1 ≤ i ≤ n,

λ = E′
i(Si)

S2
i

Con
i

= (P on
i,sys(Si))

′Si − P on
i,sys(Si) + (P off

i,sys(Si))
′S2

i

Coff
i

Con
i

. (10)

The right-hand side of (10) represents the rate of power change of
task i at speed Si. We call it the power rate of a task. Condition (10)
indicates that all tasks should have the same power rate. For nota-
tional convenience, we let Gi(Si) represent the power rate of task
i at speed Si. As Ei(Si) is a strictly convex function, the deriva-
tive of Gi(Si) is always positive. This means for any speed Si that
satisfies Si > Scrt

i , Gi(Si) is strictly increasing with Si.
The speed for task i can be expressed as Si = G−1

i (λ). λ and
Si are hence determined by solving the constraint

Pn
i=1

Con
i

TiSi
=

1 −
Pn

i=1 Coff
i . If the resultant speed for any task i is in the

range [Scrt
i , 1], then conditions (4)-(9) are satisfied and we get the

optimal solution to FASTER-P. Otherwise, we adjust the speeds
according to the boundary condition (5). That is, if Si > 1, we set
Si to 1; if Si < Scrt

i , we set it to Scrt
i .

PROPOSITION 3.1. The processor utilization under slowdown,Pn
i=1

Con
i

TiSi
, is non-increasing with λ, when λmin ≤ λ ≤ λmax.

Proof: To prove that the processor utilization is non-increasing
with λ, we only need to show that no speed reduction is possible
as λ increases. For any λ1 and λ2, λmin ≤ λ1 < λ2 ≤ λmax, we
get G−1

i (λ1) < G−1
i (λ2) for any task i. If both speeds are in the

range [Scrt
i , 1], no speed adjustment is necessary and speed of task

i increases.
If either speed violates its bounds, we need to adjust it according

to (5). We first consider the case when the lower bound Scrt
i is

violated. There are two subcases

• G−1
i (λ1) < G−1

i (λ2) < Scrt
i . Both speeds are set to Scrt

i .

• G−1
i (λ1) < Scrt

i ≤ G−1
i (λ2). The speed under λ1 is set to

Scrt
i . The speed under λ2 is assigned to the smaller value of

G−1
i (λ2) and 1; both of them are no smaller than Scrt

i .

Similar analysis can be conducted for the violation of the upper
bound. That is, if both G−1

i (λ1) and G−1
i (λ2) exceed 1, they are

set to 1; if only G−1
i (λ2) is larger than 1, it is set to the maximum

speed, which is guaranteed to be no smaller than the speed under
λ1.

In all of the cases, the resultant speeds are non-decreasing and
the processor utilization is non-increasing with λ. This completes
the proof �

3.3 A Bisection Search Algorithm
According to Proposition 3.1, we can use bisection to find the λ that
minimizes energy consumption of FASTER-P in Algorithm 1. The
procedure GET SPEED returns the set of speeds with a given λ.
The main procedure returns the optimal speed setting given a task
set and a threshold ε. The basic idea is if the processor utilization
under mid exceeds the maximum on-chip utilization, we decrease



the utilization by restricting the search range to (mid, high]; other-
wise, we increase the utilization with the search range [low, mid).
We need to first check whether the processor is still under-utilized
when each task takes its critical speed in lines 2-4. In such case,
we let all tasks run at their critical speeds. Otherwise, the algorithm
continues and terminates in two cases. The first condition at the
while loop ensures the utilization is smaller than the maximum uti-
lization and their difference is smaller than the threshold ε. In prac-
tice, with a sufficiently small ε the computed set of speeds can be
used effectively as the optimal speed setting. In the second condi-
tion, we use δ to denote the computation precision of a real number.
Line 6 means the precision is reached and the value of mid cannot
be distinguished from low and high.

Algorithm 1 Finding the optimal speed assignment for periodic
tasks (FASTER-P) using bisection.
1: util = 0, low = λmin, high = λmax

2: if
Pn

i=1
Con

i
TiScrt

i
≤ 1−

Pn
i=1

C
off
i
Ti

then

3: return Si = Scrt
i , 1 ≤ i ≤ n

4: end if
5: while (1−

Pn
i=1

C
off
i
Ti

− util) > ε or util > 1−
Pn

i=1
C

off
i
Ti

do
6: if (high− low) ≤ δ then . precision reached
7: return [S1, ..., Sn] = GET SPEED(high)
8: end if
9: mid = (low + high)/2

10: [S1, ..., Sn] = GET SPEED(mid)

11: util =
Pn

i=1
Con

i
SiTi

12: if util > 1−
Pn

i=1
C

off
i
Ti

then
13: low = mid

14: else if util < 1−
Pn

i=1
C

off
i
Ti

then
15: high = mid
16: end if
17: end while
18: return [S1, ..., Sn]

19: procedure GET SPEED(mid)
20: for i = 1 to n do
21: Si = G−1

i (mid)
22: Si = min(Si, 1)
23: Si = max(Si, S

crt
i )

24: end for
25: return [S1, ..., Sn]
26: end procedure

In general, the running time for a bisection is characterized by
a linear order of convergence. We consider the worst case iteration
steps of Algorithm 1. The length of the search space in the while
loop is reduced in half in each iteration. In the worst case, the loop
is terminated if (high−low) ≤ δ, in which the search space cannot
be further divided. The maximum number of iterations needed
is log((λmax − λmin)/δ). Because each iteration takes O(n)
time due to the speed computation in GET SPEED, the overall
running time of the algorithm is O(n · log λmax−λmin

δ
). As the

values of λmax and λmin can be bounded in a system with limited
components, the running time is linear in the number of tasks. If the
loop terminates according to the condition in line 5, less running
time is required.

4. Energy Optimization for Online Aperiodic
Tasks

Due to the irregular releases of aperiodic tasks, we consider on-
line scheduling with task timing parameters known only after task
releases. Similar to the way of handling aperiodic tasks online

in [6] [9] [20], we first consider a set of tasks released at time
zero. In the general case when all tasks are released at different
times, we can easily adapt the formulation by considering only
ready tasks and by changing Ci, Di to residual execution times
and deadlines respectively. When there is a task release, we first
determine whether the task should be admitted by an acceptance
test extended from [9]. The basic idea is to find if the tasks are
feasible under the maximum processor speed. Suppose there are
n ready tasks sorted in a non-decreasing order of deadlines. The
maximum instantaneous utilization of all tasks Umax is defined as
Umax = max1≤i≤n Ui, where Ui =

Pi
j=1 Con

j /Dj . The task is
admitted if Umax ≤ 1−

Pn
i=1 Coff

i .
Once a new task is accepted, we re-calculate the speed settings

of all ready tasks so as to minimize their total energy consumption.
The Frequency-Aware SysTem-wide EneRgy minimization for on-
line Aperiodic tasks (FASTER-A), can be formulated as

minimize
nX

i=1

Ei(Si) (11)

subject to
jX

i=1

(
Con

i

Si
+ Coff

i ) ≤ Dj , 1 ≤ j ≤ n− 1 (12)

nX

i=1

(
Con

i

Si
+ Coff

i ) = Dn (13)

Scrt
i ≤ Si ≤ 1, 1 ≤ i ≤ n. (14)

The sets of constraints (12) and (13) ensure the feasibility of the
tasks. That is, no task misses its deadline. In (13), we let task n
finish at its deadline for maximized energy savings.

FASTER-A is an optimization problem with one equality con-
straint and 3n − 1 inequality constraints. In general, with a large
number of constraints, it is time-consuming to solve the problem
and also it is not necessarily convergent. We will show that an ef-
ficient solution is possible by exploiting properties of the optimal
solution. In the next two subsections, we will first solve a simplified
version of FASTER-A considering only feasibility constraints and
use it as a basis to solve the problem.

4.1 Optimization with Only Feasible Conditions
We let FASTER-AF represent optimization problem FASTER-A
without the constraints of lower and upper bounds of speed in (14).
The problem can be solved by forming the Lagrangian as

L(S, λ1, ..., λn) =

nX

i=1

Ei(Si) +

nX

j=1

λj(

jX

i=1

(
Con

i

Si
+ Coff

i )−Dj),

where λj , 1 ≤ j ≤ n, are the non-negative Lagrange multipliers.
Accordingly, we obtain Kuhn-Tucker conditions as (12)-(14) and

E′
i(Si)

S2
i

Ci
−

nX

j=i

λj = 0, 1 ≤ i ≤ n

(15)

λj(

jX

i=1

(
Con

i

Si
+ Coff

i )−Dj) = 0, λj ≥ 0, 1 ≤ j ≤ n− 1.

(16)

Because of the strict convexity of the objective function in (11), the
conditions are necessary and sufficient for the optimal solution [S∗1 ,
S∗2 , ..., S∗n].

4.1.1 Analysis of the Optimal Solution
In a similar way to the case of periodic tasks, we define the power
rate of a task at speed Si in (15) as Gi(Si) = E′

i(Si)S
2
i /Con

i .



We will omit the parameter Si of the function for brevity in the
following if confusion will not result. The completion time of task
j,
Pj

i=1(C
on
i /Si +Coff

i ) in (16), can be either equal to or smaller
than its deadline Dj (task j finishes at or before its deadline). The
two conditions (15) (16) yield the following propositions regarding
the power rates of tasks.

LEMMA 4.1. The power rate of task i, Gi, is non-increasing with
i. That is, for any i1 and i2, 1 ≤ i1 < i2 ≤ n, we have Gi1 ≥ Gi2 .

Proof: It follows from (15) that Gi2 =
Pn

j=i2
λj and Gi1 =Pn

j=i1
λj =

Pi2−1
j=i1

λj + Gi2 . As λj is non-negative, we get
Gi1 ≥ Gi2 . �

LEMMA 4.2. If all tasks between i1 and i2, 1 ≤ i1 < i2 < n,
finish before their deadlines, then they have the same power rate.
That is Gi = Gi2+1, for all i, i1 ≤ i ≤ i2.

Proof: For any task i, i1 ≤ i ≤ i2, if it finishes before its deadline
Di, i.e.,

Pi
j=1(C

on
j /Sj + Coff

j ) < Di, we get λi = 0 accord-
ing to (16). Combining it with (15) leads to Gi =

Pn
j=i λj =Pn

j=i2+1 λj = Gi2+1. �

Given a set of n tasks released at time 0 in a non-decreasing
order of their deadlines, we determine the speed assignment by
first solving subproblems with fewer tasks. Define optimization
problems for the first i tasks as Ji, where 1 ≤ i ≤ n. It is
trivial to solve J1 since there is only one task to be scheduled. The
targeted problem FASTER-AF is equivalent to Jn. Let S

(i)
j denote

the speed of task j for problem Ji, where 1 ≤ j ≤ i. The optimal
solution S∗j equals S

(n)
j . Before we show how to solve Ji+1 with

a solution to Ji, we first present the following property.

LEMMA 4.3. Let L be the set of tasks that have their speeds
changed during the ith iteration adding task i + 1. All tasks j ∈ L
have their speeds increased and have the same power rate after the
iteration.

Proof: We prove the lemma in three steps. First, we note that there
must be at least one task in L with an increase of speed. This is
because

Pi
j=1(C

on
j /S

(i)
j + Coff

j ) = Di in Ji. Suppose to the
contrary, some of the speeds are reduced while others remain the
same. Then the summed execution time exceeds Di, which is not
allowed.

Let l be the first task in L with an increase of its speed after the
inclusion of task i + 1, i.e., S

(i+1)
l > S

(i)
l . In the second step, we

prove no speed reduction is possible for all tasks that finish before
l by contradiction. Suppose there is such a task. The completion
time of task l − 1 in Ji+1 is then larger than that in Ji. That is,Pl−1

j=1(C
on
j /S

(i+1)
j + Coff

j ) >
Pl−1

j=1(Cj/S
(i)
j + Coff

j ). Since
the schedule after adding task i + 1 must be feasible, we havePl−1

j=1(C
on
j /S

(i+1)
j +Coff

j ) ≤ Dl−1. This means task l−1 before
the iteration adding task i+1 finishes before its deadline Dl−1, i.e.,Pl−1

j=1(Cj/S
(i)
j + +Coff

j ) < Dl−1. According to Lemma 4.2, we
have

G
(i)
l−1 = G

(i)
l , (17)

where we denote Gl(S
(i)
l ) as G

(i)
l for brevity. After adding task

i + 1, since task l has a speed increase, we get

G
(i+1)
l > G

(i)
l . (18)

The speed of task l−1 can be either reduced or unchanged depend-
ing whether task l − 1 belongs to L. In another word,

G
(i)
l−1 ≥ G

(i+1)
l−1 . (19)

Equations (17)-(19) yield G
(i+1)
l−1 < G

(i+1)
l , which means task l−1

has a smaller power rate than that of task l. This is in contradiction
to Lemma 4.1. Therefore, no speed can be reduced for all tasks that
finish before l

Finally, we prove that all tasks starting from l have their speed
increased. Because task l is the first with a speed change (increase),
it is completed ahead of the scheduled time due to the solution to
Ji. It means task l finishes before its deadline after the inclusion of
task i + 1. As a result, G

(i+1)
l = G

(i+1)
l+1 according to Lemma 4.2.

Combining the equation with (18), we get G
(i+1)
l+1 > G

(i)
l . Recall

G
(i)
l ≥ G

(i)
l+1 by Lemma 4.1. It follows that G

(i+1)
l+1 > G

(i)
l+1 and

he speed of task l + 1 increases, i.e., S
(i+1)
l+1 > S

(i)
l+1. Similar

analysis can be applied to any task from l + 2 to i and hence all
tasks between l and i have their speeds increased. These tasks finish
before their deadlines and have the same power rate by Lemma 4.2.
This completes the proof. �

We can get the solution to Ji+1 according to that of Ji by
Theorem 4.1.

THEOREM 4.1. Let l be the first task with an increased speed as a
result of adding task i + 1. Given a speed assignment of the first i
tasks, we get the optimal solution to the first i + 1 tasks according
to:

i+1X

j=l

Con
j

G−1
j (λ(i+1))

=

iX

j=l

Con
j

S
(i)
j

+ (Di+1 −Di − Coff
i+1 ), (20)

where λ(i+1) equals λ
(i+1)
i+1 and is the value of the Lagrange multi-

pliers for all tasks in L.
Proof: The overall execution time of tasks from l to i before

adding task i + 1 is
Pi

j=l(C
on
j /S

(i)
j + Coff

j ). The time added
by the interval Di+1 −Di is equal to the overall execution time of
tasks from l to i+1 in Li+1, as can also be observed from Figure 1.
Formally, it is:

i+1X

j=l

(
Con

j

S
(i+1)
j

+ Coff
j ) =

iX

j=l

(
Con

j

S
(i)
j

+ Coff
j ) + (Di+1 −Di).

(21)

From Lemmas 4.2 and 4.3, we know that all tasks from l to i have
their speeds increased after adding task i + 1 and have the same
power rate. That is, there exists a λ

(i+1)
i+1 such that Gj(S

(i+1)
j ) =

λ
(i+1)
i+1 for any j, l ≤ j ≤ i+1. Substituting S

(i+1)
j as G−1

j (λ
(i+1)
i+1 )

in (21) completes the proof. �

4.1.2 An Iterative Speed Assignment Algorithm
This subsection develops an iterative algorithm to find the optimal
speed assignments. According to Theorem 4.1, the optimal solution
is to obtain l and λ(i+1) such that (20) holds. A straight-forward
approach is to try every task from 1 to i and solve for λ(i+1); but
this is not guaranteed to have a solution. If we increase λ(i+1) up to
its next power rate G

(i)
l−1, the overall execution time of tasks from

l to i + 1 becomes smaller than Di+1, as shown in Figure 1(a) by
the dotted line started from task l − 1. On the other hand, the time
exceeds Di+1 if λ(i+1) takes the value G

(i)
l . Under the desired

λ(i+1), task i + 1 finishes at Di+1, leading to the schedule in
Figure 1(b).

Based on this observation, we present an iterative procedure
in Algorithm 2, which determines speed settings of n aperiodic
tasks with only feasible conditions. In the ith iteration, we have
i power rates in a non-increasing order and try to add task i + 1.
For notational convenience, we assume all speeds initialized as 0,
G(0) = 0, and 1/0 = ∞. We find the minimum index l using a
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binary search such that speeds of tasks from l to i increase. The
value of λ(i+1) is then computed according to Theorem 4.1 and
used to determine the speed settings.

Algorithm 2 Frequency-aware system-wide energy minimization
with feasible constraints (FASTER-AF).

1: S
(1)
1 = Con

1 /D1

2: for i = 1 to n− 1 do . adding task i + 1 at the ith iteration
3: l = 1 . set l to 1 if binary search does not return a value
4: Using a binary search, find l ∈ [2, i + 1] such that

Pi+1
j=l−1

Con
j

G−1
j (Gl−1(S

(i)
l−1))

−
Pi

j=l−1

Con
j

S
(i)
j

≤

Di+1 −Di − Coff
i+1 <

Pi+1
j=l

Con
j

G−1
j (Gl(S

(i)
l

))
−
Pi

j=l

Con
j

S
(i)
j

5: Solve for λ(i+1) in
Pi+1

j=l

Con
j

G−1
j (λ(i+1))

=
Pi

j=l

Con
j

S
(i)
j

+ (Di+1 −Di − Coff
i+1 )

6: S
(i+1)
j = G−1

j (λ(i+1)), l + 1 ≤ j ≤ i + 1

S
(i+1)
j = S

(i)
j , 1 ≤ j ≤ l

7: end for

In Algorithm 2, computing sums in the binary search takes
O(n) time. Since there are O(logn) searches, each iteration takes
O(nlogn). The running time of the algorithm is then O(n2logn).
The time complexity can be improved by noting that the sums
inside the binary search only need to be done once. We can move
the sum out of the search loop and maintain an array of sums,
which reduce the complexity of the binary search loop to O(logn).
The modified algorithm is listed in lines 1-15 of Algorithm 3. The
computation of the sums and other statement during each iteration
can be finished in O(n) time. The overall algorithm takes O(n2).
As the algorithm actually returns speeds of n tasks, the average
time needed for one task is bounded by O(n).

4.2 Optimization with Upper and Lower Bounds
The solution to FASTER-AF presented in Section 4.1 only consid-
ers the feasible conditions (12) and (13). The optimal solution to
FASTER-A needs to satisfy the boundary condition (14) as well. If
the solution FASTER-AF satisfies the condition, then it is optimal;
otherwise, we need to adjust the solution accordingly.

A tempting idea is to find the tasks whose speeds according
to FASTER-AF violate the boundary conditions and set them to
the corresponding violated bounds. However, the resultant solution
does not necessarily satisfy the feasible constraints (12) and (13).
A general approach is to deal with the upper and lower bounds
separately. For example, Aydin et al. proposed an algorithm to
reward maximization for periodic tasks with both service time
upper and lower bounds [3]. It can find solutions under either bound

in n iterations. Each iteration adjusts the speed of one task that
violates its bound most. We can adapt their approach to take into
account boundary conditions in FASTER-A; but this will increase
the running time by a factor of n2 with an overall complexity of
O(n4). By exploiting inherent properties of online aperiodic tasks
scheduling, we can develop an algorithm that satisfies the boundary
conditions more efficiently.

We note that feasibility of a task is not affected by tasks that
finish later. Consider task i for example. As long as the overall
execution time of the first i tasks is no larger than its deadline
Di, the schedule is feasible for task i no matter when and under
what speeds tasks from i + 1 to n are executed. This enables us
to guarantee the boundary conditions (14) one at each iteration. If
speed of the first task returned from FASTER-AF is out of bound
(upper or lower), we set its speed to the bound, remove the task
from the task set, and reinvoke Algorithm 2 for the remaining tasks.
Because feasibility of tasks that complete earlier is not affected
in each step, we get a schedule satisfying both the feasible and
boundary conditions after all iterations. In the worst case, no speed
assigned from FASTER-AF satisfies the boundary conditions and
Algorithm 2 are invoked for n− 1 times.

We can further improve the average running time. Note that the
presented algorithm returns a schedule for all n tasks and the al-
gorithm is online without assuming future task releases at the time
of speed assignment decision. If there is a new task release during
execution of the n tasks, the schedule needs to be computed again
including the new task. In this case, it is not necessary to schedule
all tasks at first and reschedule them in a short time. Instead, it is
enough to determine the speed of the first task. If there are no new
task releases after the first one finishes, the speed assignment algo-
rithm is applied again to determine speed of the next task. This does
not change the worst case computation time in which the algorithm
is invoked for n−1 times for n tasks. However, the partial speed as-
signment can reduce the actual scheduling complexity when there
are many task releases. The time complexity of determining the
speed of the first task among n tasks is O(n2), with the pseudo
code listed in Algorithm 3. For completeness, we include the pre-
computation of execution time sums to reduce time complexity as
described in Section 4.1.

5. Experimental Results
We evaluated the effectiveness of the proposed algorithms in energy
savings for both periodic and aperiodic tasks. The evaluation was
conducted based on the ADS BitsyXb platform [1]. The platform
contains an Intel XScale PXA270 microprocessor and a number of
other functional modules, including memory, networking interface,
and display. The processor can operate in frequencies ranging from
13MHz to 512MHz. We ran five embedded benchmark programs
from [8], including JPEG, CRC32, MAD, FFT, SHA, as well as a
common Unix utility gzip.



Algorithm 3 Optimal frequency-aware system-wide energy mini-
mization for online aperiodic tasks with feasible / boundary condi-
tions (FASTER-A).

1: S
(1)
1 = Con

1 /D1, A1 = D1, B1 = 0
2: for i = 1 to n− 1 do . adding task i + 1 at the ith iteration
3: Ai+1 = ∞, Bi+1 = 0
4: for l = i downto 1 do
5: Al = Al +

Con
i+1

G−1
i+1(Gl(S

(i)
l

))
, Bl = Bl+1 +

Con
l

S
(i)
l

6: end for
7: Using a binary search, find l ∈ [2, i + 1] such that

Al−1 −Bl−1 ≤ Di+1 −Di − Coff
i+1 < Al −Bl

8: if A1 −B1 > Di+1 −Di − Coff
i+1 then l = 1 end if

9: Solve for λ(i+1) in
Pi+1

j=l

Con
j

G−1
j (λ(i+1))

= Bl + (Di+1 −Di −

Coff
i+1 )

10: S
(i+1)
j = G−1

j (λ(i+1)), l + 1 ≤ j ≤ i + 1

S
(i+1)
j = S

(i)
j , 1 ≤ j < l

11: Ai+1 = Con
i+1/S

(i+1)
i+1

12: for j = i downto l do
13: Aj = Aj+1 + Con

j /S
(i+1)
j

14: end for
15: end for
16: if S

(n)
1 < Scrt

1 then . return speed of the first task

17: S
(n)
1 = Scrt

1

18: else if S
(n)
1 >1 then

19: S
(n)
1 = 1

20: end if

5.1 Measurement of On-chip/Off-chip Workload
We first measured on-chip and off-chip execution times of the
applications. We utilized hardware performance counters provided
by the PXA270 processor as indicators of on-chip and off-chip
running times. The hardware counters collect data from the CPU
clock cycles and 15 performance events. The number of off-chip
cycles are caused by both data and instruction cache misses. The
number of cycles can be captured by the following two event
counters:

• CYCLES DATA STALL, which is a result of data dependency.
This is a major source of CPU stall. Among all the applications
we tested, 72%-93% of all CPU stall cycles are caused by cache
misses due to data dependency.

• CYCLES IFU MEM STALL, which occurs when instruction
fetch pipe is stalled.

The counters are read and kept in memory before and after each
benchmark application run. Their differences are returned and the
sum of the two stall cycles are the total number of off-chip cycles.
Meanwhile, the number of on-chip cycles can be obtained by read-
ing the CPU cycle counter.

We list the number of on-chip and off-chip execution cycles of
different applications in Table 1. Each reported value is an average
of 6 runs. The ratios of off-chip and on-chip execution cycles are
also included to show the application characteristics. From the
column, we can see that SHA is the most CPU-intensive because
of its smallest ratio; in contrast, gzip is the most I/O-intensive.

5.2 Measurement of Power Consumption
We measured power consumption of the system under different
frequency settings. The PXA270 processor has 6 different voltage
and frequency levels. (There are 7 voltage and frequency levels for

a PXA270 processor. But the particular processor in the BitsyXb
product only supports 6 levels.) In addition to a processor, the Bit-
syXb platform consists other modules such as memory, flash, NIC,
UART, backlight inverter, etc. In our measurement, we detached
or shut down all unused peripherals and only kept CPU, memory,
flash, and UART on. We connected to the platform through serial
port using UART and ran applications stored in on-board flash. We
used a standard digital multimeter to measure the input voltage,
which was relatively stable at 12.65 Volt. It was not feasible to em-
ploy multimeters for measuring current since their precision is low
and coarse-grained. We used a sense resistor of low resistance to
determine the current level of the system. The voltage drop was
measured across the sense resistor and sent into a Data Acquisition
Card. A National Instruments PCI-6024E DAQ card was used to
sample data at a sampling rate of 1000/sec.

The active and standby system power in (2) can be obtained
by running CPU-bounded applications under different frequencies.
It is hard to measure the active power of the components other
than CPU because it needs full run time knowledge of all the
components, such as the exact time a module is accessed. We note
that only the derivative (for example in the power rate function
Gi(Si)) of the energy function (2) is used in the speed assignments.
As the active power of a module is independent of CPU speed, the
active power becomes zero in the derivative. We therefore do not
need to consider active power of the modules other than CPU.

Figures 2 and 3 show the system active and standby power con-
sumed by the BitsyXb platform under different speed settings. We
used the least square curve fitting to find approximated power func-
tions. It is surprising to see both power consumption can be well
fitted by cubic functions, as shown in the figures. Based on the
two power functions, we computed the energy consumption during
on-chip and off-chip execution and the overall system energy con-
sumption. Figure 4 presents an example of the energy consumed in
running the gzip application. We can observe the speed 0.38 leads
to the minimum energy consumption. This is the critical speed for
the system to run the gzip application. Critical speeds of other pro-
grams were obtained similarly by computing derivatives of their
energy functions. We listed them in the last column of Table 1.

For the implementation of algorithms, there is still a need to
compute the power rate function Gi(Si) and its inverse function
G

(−1)
i (λ) of an application. The power rate function is readily

available with known measured application on-chip/off-chip execu-
tion times and system active/standby power. After that, its inverse
function can be obtained analytically.

5.3 Simulation Results
We developed a simulator based on data measured in the BitsyXb
platform with hard real-time scheduling using EDF. We first evalu-
ated the effectiveness of the proposed algorithms for periodic tasks.
We varied the system utilization from 0.1 to 1 each with 50 task
sets. Every task set contains 10 periodic tasks randomly chosen
from the benchmarks. Task periods were randomly chosen under
the total utilization. We evaluate performance of the following al-
gorithms:

• No-DVS, in which the processor is always run at the maximum
speed during task execution.

• FAST, the scheme by Seth et al. [17] for processor energy
optimization where tasks were run at the minimum feasible
speed

Pn
i=1 Con

i /Ti

1−
Pn

i=1 C
off
i /Ti

.

• duSys, a heuristic algorithm for system-wide energy optimiza-
tion by Zhuo and Chakrabarti [24], which sets the CPU speed
to the larger value of system utilization and critical speed.
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Figure 2. A cubic curve-fitting of
system-wide active power consumption
of the BitsyXb platform.
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Figure 3. A cubic curve-fitting of
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tion of the BitsyXb platform.
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Figure 4. Energy consumption (on-chip
and off-chip) in running gzip program.

Table 1. Execution cycles (×106) and critical speeds of benchmark applications.
Benchmarks on-chip cycles data stall instruction stall off-chip cycles off-chip/on-chip critical speed

gzip 3.13 2.65 1.02 3.67 1.17 0.38
JPEG 2.81 1.50 0.11 1.61 0.57 0.47
MAD 2.83 1.17 0.32 1.49 0.53 0.48

CRC32 3.08 0.92 0.13 1.05 0.34 0.56
FFT 4.49 1.11 0.12 1.23 0.27 0.60
SHA 4.65 0.69 0.05 0.74 0.17 0.68

• FASTER-P, the proposed algorithm for frequency-aware system-
wide optimization for periodic tasks.

We simulated execution of the generated task sets and col-
lected average energy consumption taken in a hyper-period. Fig-
ure 5 shows the normalized energy consumption due to different
algorithms with respect to No-DVS. We can observe that FAST
consumes much more energy with low utilization values. This is
because it only considers processor energy minimization and runs
the CPU at a speed lower than the critical speed of an application.
Both duSys and FASTER-P operate the CPU at a speed no lower
than the critical speed for an application and can cut the energy con-
sumption of FAST almost in half. With higher system utilization,
FAST outperforms duSys because it explicitly considers the impact
of off-chip execution. FASTER-P consistently performs the best in
all cases because it simultaneously considers the existence of crit-
ical speed and off-chip workload. It is more efficient than duSys
(up to 14%) by using the optimal speed settings. duSys uses a uni-
form speed for all tasks, which is only a special case of FASTER-P
when all tasks have the same power functions. i.e., all tasks have
the same resource usage and the same off-chip/on-chip ratios. All
the algorithms lead to similar energy consumption when the system
becomes heavy utilized.

We also evaluated the proposed algorithm for online aperiodic
tasks. We compared performance of the following algorithms:

• No-DVS, in which the processor is always run at the maximum
speed during task execution.

• DVSST, an algorithm for online aperiodic tasks by Qadi et
al. [16] which minimizes CPU energy consumption when only
speed scaling (no voltage scaling) is available.

• TVDVS, an adaptive optimal algorithm for online aperiodic
tasks by Zhong and Xu [20] where task assignment was based
on CPU energy consumption.

• FASTER-A, the proposed algorithm on frequency-aware sys-
tem energy minimization for online aperiodic tasks.

We experimented with the benchmark applications with differ-
ent task inter-arrival times. The minimal interarrival time was set to
60ms. To avoid trivial infeasible cases even under No-DVS, we ran-
domly set the maximum utilization of each task under the constraint
that the overall utilization of all tasks at their maximum release
rates does not exceed one. Interarrival times of a task were chosen
from an exponential distribution with averages ranging from 0.1s
to 1s. Figure 6 shows normalized system energy consumption of
the algorithms. As the task releases are irregular, the system cannot
be simply characterized by utilization. We present the energy with
respect to interarrival times instead of utilization. When the task
interarrival time is large, FASTER-A can save more than 40% en-
ergy than TVDVS and DVSST due to the consideration of system
standby power. The performance gap reduces with more frequent
task releases. But FASTER-A can still perform up to 22% better
by taking into account task off-chip workload and different power
characteristics of applications.

We measured the time complexity of the algorithms with an in-
creased number of tasks in Figures 7 and 8. The values were taken
in a Windows machine with a 2GHz Pentium 4 processor. We get
each value by averaging over 50 consecutive runs. We set the termi-
nation threshold and computation precision as 10−10 for FASTER-
P. With all the task numbers tested, FASTER-P terminates very fast
with less than 25 iterations under 18ms, as shown in Figure 7. In
fact, the scaled processor utilization becomes less than 0.1% that
of the final value after 8 iteration steps. Running time of the algo-
rithm shows a roughly linear relation with the number of tasks. This
makes the algorithm especially useful for task set with a large prob-
lem size. Running times of FAST and duSys were also recorded and
presented in Figure 7. As the time is too small to measure, we ran
the algorithms 50 times and took their averages. Both algorithms
finish quickly within 1ms for all the task numbers.

We also compared the running times of the online algorithms
for aperiodic tasks. Figure 8 presents the running times in gener-
ating speed schedules of a 10 minutes run with an average 200ms
interarrival time. Tasks were randomly chosen from the benchmark
applications given each task number. Because TVDVS and DVSST
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Figure 5. System energy consumption of periodic tasks.
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Figure 6. System energy consumption of aperiodic tasks.

have a linear time complexity, their running times are consistently
smaller than FASTER-A. The running time of FASTER-A grows
faster. However, the overall running time for the algorithm is still
small compared to the task execution time. For example, the al-
gorithm running time with 100 tasks is 2.34s, only 0.4% of task
execution time. The simulation results suggest that both FASTER-
P and FASTER-A provide a better trade-off between energy and
time complexity than existing approaches.

6. Related Work
Extensive studies on energy savings have been conducted for pe-
riodic tasks using DVS. An emphasis was on reducing dynamic
portion of processor energy consumption. There are several ini-
tial studies on system-wide energy optimization [5, 11, 19, 4, 24].
Choi et al. proposed an interval based frequency setting policy that
would minimize system-wide energy consumption of a program
subject to a constraint on performance loss in terms of increased
execution time [5]. Their approach can be best applied to applica-
tions with soft deadlines.

Jejurikar and Gupta considered periodic tasks on a processor
with discrete speed levels [11]. Energy optimization under discrete
speeds is NP-hard in general [14] and no polynomial time algo-
rithm exists to get the optimal solutions. The authors proposed a
heuristic algorithm to approximate the system-wide energy opti-
mization problem. The approach was recently extended by Zhong
and Xu with an optimal and approximated solutions in [19]. Cheng
and Goddard studied system-wide energy savings of periodic tasks
with a focus on the impact of non-preemptive shared resources [4].

Although most commercially available processors have a lim-
ited number of speed levels, researchers have shown that given any
speed, it can be mapped to its two neighbors [10], [12]. This allows
the processor to run at any speed. Zhuo and Chakrabarti studied
system-wide energy optimization on a processor with continuous
speed levels and proposed a static speed setting policy, with exten-
sions to online slack distribution and preemption control [24]. In
their static policy, they started from a uniform speed setting for all
tasks and adjusted it for each task according to its critical speed.
Although the algorithm is more efficient than traditional DVS, it
remains unclear how good the algorithm is and whether there ex-
ists a solution with more energy savings. In this paper, we proposed
an algorithm to get the optimal solution on a processor with con-
tinuous speed levels.

More recently, Aydin et al. studied system-wide energy mini-
mization for periodic tasks on a processor with continuous speed
levels [2]. They separated task execution into on-chip/off-chip
times, which is best applicable for CPU and memory. System en-
ergy was represented in the form of afm + b, where a, b, and m
(m ≥ 2) are constants. They proposed an algorithm with a time
complexity of O(n3) where n is the number of tasks. By contrast,

we restrict the analysis to CPU and memory only and do not as-
sume any specific forms of power function and propose a more
efficient algorithm with O(n) running time. In addition to peri-
odic tasks, we also proposed optimal solution for frequency-aware
online scheduling of real-time aperiodic tasks. The algorithm is
optimal among all online speed assignments without assumed task
information before task releases.

DVS algorithms in support of online aperiodic tasks are another
research focus [9, 16, 18, 13, 20]. For examples, Sharma et al.
investigated the use of DVS in web servers [18], Qadi et al. ex-
ploited energy saving potentials in processor with only frequency
scaling support [16], Lee and Shin focused on online slack man-
agement [13]. However, they all targeted at dynamic energy con-
sumption of a processor. A related study on system-wide energy
optimization for sporadic tasks (A special type of aperiodic tasks
in which there is a minimum inter-releases time between two con-
secutive release of a task.) proved that the online minimization is
NP-Hard in the strong sense, which means any algorithms for the
optimal solution have strictly exponential running time [19]. For
tractability, we consider system-wide energy minimization for ape-
riodic tasks by considering a processor with continuous levels. Fur-
thermore, most DVS algorithms assume worst-case execution cy-
cles of a task does not change with processor speed. This is not
accurate since applications involve operations outside the proces-
sor, which is processor speed independent. By contrast, we take
into account the impact of speed scaling on task execution cycles.

7. Conclusion
We develop a system-wide energy minimization approach to both
periodic and aperiodic tasks in an embedded system whose power
consumption is dominated by CPU and memory. It is frequency-
aware in the sense it explicitly considers the impact of frequency
scaling on the number of task execution cycles. It distinguishes
the cycles between on-chip in CPU and off-chip in memory. The
energy minimizations are formulated as constrained optimization
problems and conditions are established for the optimal solutions.
While it is time consuming to find the solutions satisfying all the
conditions, we analyze properties of the conditions and propose
efficient algorithms to satisfy the conditions. For periodic tasks,
we develop a bisection algorithm to find the optimal solution.
Experimental results demonstrates the applicability of the proposed
approach in a practical embedded system. Simulation results based
on data measured in the platform show that the algorithm can
cut the energy consumption in half compared to processor energy
optimization by FAST [17]. It improves up to 14% over a recent
system-wide approach duSys [24]. The bisection algorithm has a
linear converging speed in the number of tasks. It is especially
useful for tasks with large problem size. For aperiodic tasks, we
propose an iterative algorithm that assigns speed online to a task
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Figure 7. Algorithms running time for periodic tasks.
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Figure 8. Algorithms running time for aperiodic tasks.

according to unfinished tasks. We prove it is online optimal in the
sense it assumes no timing information about future task releases.
The time complexity of determining the speed of the first task
among n tasks is O(n2). The task number n is much lower than
the number of total tasks in the systems because only active tasks
are considered in each speed assignment. Evaluation results show
that considering the impact of system standby power and off-chip
workload can improve over recent algorithms on dynamic energy
conservation of processors (TVDVS [20] and DVSST [16]) by as
much as 40%.

Our on-going work is to implement the proposed algorithms in
the BitsyXb system. We are trying to extend the proposed algorithm
in this paper to consider some practical issues such as voltage
switching overhead both in energy and time.
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